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cooling of a rotor disc with corresponding
blades is much more difficult, since the
flow has to be transferred to the rotating
system. Usually, the cooling flow first
passes through a row of so-called pre-swirl
nozzles (PSN). Then it enters the inner side
of the rotor disc through a number of so-
called receiver holes with the pre-rotation
angle imparted by the nozzles, and flows
radially outward through perforated blade
airfoils back into the main flow. Pre-
swirling the flow actually has 2
advantages:
- The difference of rotational velocity
between the fluid and the rotor – and thus
the pressure loss – is reduced.
- The temperature of the cooling flow in
the rotating frame of reference is reduced.
Depending on the rotation of the rotor and
the pressure ratio over the PSN, a pre-
rotated cooling flow may be 50 to 100K
colder than in a system without pre-swirl.
An efficient pre-swirl system is thus
crucial for a HPT rotor inner cooling
system, since the preservation of high
pressure and low temperature levels inside
the rotor blades are the main design criteria
of such a cooling system.

The design of an efficient pre-swirl system
requires the knowledge of fluid mechanical
and heat transfer characteristics and of the
influence of geometry and possible cross-
flow due to seal leakage. Numerous
experimental and numerical investigations
of pre-swirl systems have been performed,
e.g. by Meierhofer and Franklin [1], El-
Oun and Owen [2], Wilson and Owen [3],
Pilbrow, Karabay, Wilson and Owen [4,5],
Popp, Zimmermann and Kutz [6], Chew,
Hills, Khalatov, Scanion and Turner [7], or
Davis, Alonso, Yao, Paolillo and Sharma
[8] to mention but a few.
In these studies, numerical methods (CFD)
are frequently applied as a tool for the
investigation, but often with
simplifications of the geometry of the flow,
i.e. modelling of the nozzles as
circumferential slots ([3], [6], [7], [8]). A
realistic model, however, should take into
account the 3D non-steady character of the

flow, which increases the complexity of
the model. Basically, the non-steady
character of a flow has to be simulated
using unsteady computations. However, it
is also possible to use a quasi-steady
method instead, which has a lower
computational cost but also means a loss of
accuracy in the modelling. While using a
realistic model for design purposes, a
balance has to be kept between realism and
accuracy on the one hand, and
computational time, cost and convergence
behaviour on the other hand.
In the present case, it was not clear at the
beginning which method would be superior
to the other, so that one part of the
investigations was devoted to a comparison
between each other. Available
experimental results served as reference for
this comparison as well as for the general
validation of the predicted flow field. To
this end, a 3D segment of a pre-swirl
system including PSN, pre-swirl chamber
and receiver was modelled. The system
was based on a test rig with engine typical
geometry which was operated at the
University of Karlsruhe. The CFD model
was run for a number of operating points
and configurations with the objective to
validate the numerical solutions with
experimental results gained from the rig.
The present paper provides an overview of
the two numerical approaches used for the
flow predictions. To this end, mesh issues
as well as mathematical modelling
concerns are addressed. One particular
focus of the investigation is the issue of
quasi-steady / unsteady computations, as
they appeared to have significant influence
on the feasibility of the simulations. In
order to check the repeatability of the
predictions, an alternative configuration
has been computed and the results are
presented here as well. The specific issue
of convergence assessment is also evoked
for the quasi-steady / unsteady
computations since they have a major
influence on the usability of the model.
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2. Computational domain

The test rig used for the experiments
consists of a casing perforated with 23 pre-
swirl nozzles, a pre-swirl chamber, and a
rotor with 48 receiver holes. The PSN have
an angle of 70° relative to the machine
axis. The pre-swirl chamber geometry can
be reduced either in radial or axial
extension. The receivers, located at the
same radius as the PSN, go completely
through the rotor disc so that the receiver
flow ends up in the free atmosphere,
downstream of the rotor (Fig. 1). In a real
high-pressure turbine, the receivers would
be located at the blade roots and
communicate with radial channels within
the blades, driving the cooling flow
upwards.

The computational domain is a 15° sector
of the rig and includes 1 PSN and 2
receivers. For simplicity reasons, flow
periodicity is assumed over this angle,
which implies a total number of 24 PSN
over the whole circumference. This is one
nozzle more than in the test rig. In order to
account for the additional PSN in the CFD
model, the diameter of the nozzle has been
reduced, such that the total cross sectional
area of the PSN remains unchanged.

In the first configuration investigated, the
receivers had a large length-to-diameter
ratio (L/D). For this reason, the static
pressure over the outlet planes of the
receivers was supposed to be
homogeneous, and these outlet planes were
defined as the outlet of the computational
domain. The second configuration
investigated had receivers with a short L/D
ratio, and it was no longer possible to
assume a constant static pressure at their
exit. In that case, the computational
domain had to be extended further
downstream, and the outlet face had to be
placed far away to justify the use of a
constant pressure condition.

Fig. 1 – Computational domain

3. Mesh

A structured mesh was used for the
investigations. A preliminary mesh study
allowed finding a compromise between
computation accuracy and moderate mesh
size. A mesh was worked out, for which
the flow solution no longer changed with
subsequent refinings, while the number of
nodes was still low enough to keep the
computational time acceptable. This latter
criterion was particularly important in the
case of unsteady computations, which are
known to have, in general, a high
numerical cost.

The mesh was separated into two parts. A
first sub-mesh enclosed the plenum and the
pre-swirl nozzle, and was defined as a
stationary mesh, while the second part
included the receivers and was rotating.
Both sub-meshes came in contact in the
middle of the pre-swirl chamber and were
connected to each other through a
stator/rotor interface (Fig. 2). The total
number of nodes for the entire mesh was
about 900000
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been applied and compared, with regards
to accuracy and computational cost.

4.1 Quasi-steady method

A CFD model with stationary and rotating
domains requires an interface for data
communication between the sub-meshes.
There are two types of steady rotor/stator
interfaces available in TASCflow: “frozen
rotor” and “mixing plane”. The main task
of these interfaces is the interpolation of
the flow field from one interface side to the
other, since there is no topological
connection between both sides. In addition,
the flow information leaving one sub-mesh
through a “frozen rotor” interface is
integrally transmitted to the destination
sub-mesh, after translation into the correct
frame of reference (and scaling, when a
pitch change occurs across the interface),
contrarily to the mixing plane, which
provides the destination sub-mesh with a
circumferentially averaged flow field. The
advantage of the frozen rotor is that it
allows circumferential variations of the
flow, like wakes, to be transmitted to the
following sub-mesh, which is very
important when investigating local rotor-
stator interactions. As a drawback
however, this method requires the
computation of several relative rotor-stator
positions in order to build realistic time-
averaged values, which entails a higher
computational cost, contrarily to the
mixing plane, needing only one
calculation. However, in a case where
strong circumferential flow variations are
expected due the presence of discrete
nozzles and receivers along the
circumference, the choice of a “frozen
rotor” appeared to be closer to the physics
than the mixing plane approach.
Concretely, a time period has been
decomposed into three equal steps. The
period itself was defined as the time
needed by the rotor for a 7.5° rotation,
which corresponds to the angular distance
between two neighbour receivers. Each of

the three steps has been defined according
to the resulting angular position of the
receivers relatively to the PSN: 0° (PSN
exit plane and receiver inlet plane have the
same angular position), 2.5° and 5°. Each
of these three angular positions was
obtained while rotating the rotor sub-mesh
about the desired angle. As a result, three
flow solutions were obtained and used to
build the required time-averaged values.

4.2 Unsteady method

In the unsteady case, a so-called unsteady
interface is used to link the sub-meshes.
During the computation, one sub-mesh is
rotated about an angle given by the rotation
rate and a user-defined time step. The flow
information is communicated through the
interface between both sub-meshes. For
every rotated angle, a flow solution is
produced. Usually, the rotation angle – and
thus the time step – has to be chosen
carefully, i.e. small enough to provide a
large number of intermediate solutions and
thus an accurate time discretization of the
flow. At the same time, it should also
remain large enough in order not to
exaggeratedly penalize the computational
performance. Finally, the time-averaged
values are gained from the computed
intermediate solution files.

In both quasi-steady and unsteady cases,
the boundary conditions used were a
constant total pressure over the inlet face
(located in a plenum upstream of the PSN)
and a constant static pressure at outlet (see
fig. 4).
Over the inlet plane, the total temperature
was also given as constant. The walls of
the model were all considered as adiabatic.
For the turbulence rate, a medium intensity
of 5% was assumed.
In general, a homogeneous pressure,
temperature and velocity distribution over
the computational domain was assumed as
an initial guess for the steady
computations. In the case of the unsteady
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computations, a coarse steady solution was
used in order to reduce the computation
time.

Fig. 4 – Boundary conditions

5. Convergence

Convergence criteria for the quasi-steady
and unsteady computations are basically
different. As such, they will be treated
separately.

In the quasi-steady case, the maximum
residuals have been monitored and used as
an interruption criterion for the
computation, which is a common use for
many CFD codes. In the present case, a
computation was interrupted as soon as the
maximum residuals had fallen below 10-4.
With a view to verifying the degree of
convergence, the mass and energy
conservation have been checked too, as
well as the momentum balance. Finally, a
number of monitor points have been
located at several positions within the flow.
The evolution of several flow variables, in
particular the temperature, has been
observed until the variations were small
enough with time. Usually the monitor
points have been placed in specific areas
where the flow velocity was expected to be

low. Indeed, the convergence rate in such
an area is also expected to be slower, thus
when the flow field there has become
sufficiently stable, it can be assumed to be
stable elsewhere too.

In the unsteady case, the maximum
residuals have been used as an interruption
criterion for the inner computation loop,
with a maximum of three inner loops per
time step. This latter value was
recommended by the code developer based
on previous computational experience.
Like in the steady case, the global balances
(mass, energy, momentum) have been
verified too. In addition, many significant
flow variables have been monitored during
the runs, e.g. mass-flow through the
receivers or average total temperature over
the receiver outlet plane. It was assumed
that, in case of a sufficiently advanced
degree of convergence, these variables
would reach a periodical state with a
constant time-averaged value. The focus
was laid particularly on the evolution of
the temperature in the pre-swirl chamber,
which was expected to require one of the
longest computation times. A typical
evolution of the temperature vs. time is
shown in fig. 5 in the case considered as a
converged.
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Fig. 5 – Convergence behaviour of static the
temperature in the unsteady case

For many reasons, convergence was in
most cases difficult to obtain – particularly
for the unsteady computations – and as
such, will be addressed again further






